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1. General picture: variable-length sequences of events y1, y2, . . . . There are lots of
reasons for us to be interested in putting conditional probability distributions
on events in these sequences. In general:

P (yi|y1, . . . , yi−1)

In human language, these conditional distributions are both scientifically interesting
and practically useful! [see slides]

2. In order to make these models tractable, it is common to encode an independence
assumption such that not everything in yi’s history is relevant to its outcome.

3. You’ve already seen such an independence assumption in action, namely with n-gram
models: the {yi} are words, only the preceding n− 1 words matter:

P (yi|y1 . . . yi−1) ≈ P (yi|yi−n+1 . . . yi−1)

Simple version of this is the bigram model

P (yi|y1 . . . yi−1) ≈ P (yi|yi−1)

This is an instance of a more general type of model known as a Markov Model: the
only direct probabilistic dependency is between an event and the immediately preceding
event. Figure 1 is an example of a Markov Model! Let’s try simulating sequences of
events from this model.

4. The probabilities in Figure 1 are transition probabilities. Now let’s suppose
that the soft-drink machine is even crazier, and imagine that its drink output is non-
deterministic even given its state!

Output drink
State Cola Iced Tea Lemonade

Cola-preferring 0.6 0.1 0.3
Iced-tea-preferring 0.1 0.7 0.3
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Figure 1: The crazy soft drink machine

Question: If the machine always starts in the cola-preferring state, what is the prob-
ability of putting in two coins yielding the output sequence 〈Lemonade, Iced Tea〉?

5. This is an example of a Hidden Markov Model (HMM). An HMM has inventories
of states {x} and outputs {y}, and three types of probabilities:

• A starting state probability distribution P (X1);

• A transition probability distribution P (Xi|Xi−1);

• An emission probability distribution P (Yi|XI).

Here’s the structure of an HMM:
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