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What we’ll start today

◮ An important class of hierarchical probabilistic models

◮ The class we’ll cover is also called multi-level or mixed-effects
models

◮ Super-important for contemporary linguistic data analysis

◮ Also a wonderful stepping stone to a large family of richer
probabilistic models in linguistics & cognitive science (Ling
252 and other classes)
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Parameter estimation in hierarchical models

◮ As always, we have two main methods of drawing inferences
about model parameters:

◮ Maximum likelihood (point estimation)
◮ Bayesian inference

◮ We’ll cover both here; there are some important details that
these options make relevant
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A general principle of inference for hierarchical
models like this one:

◮ To fit a model by maximum likelihood
means to pick parameter values for (at
least) the“top”nodes in the graph (here,
θ and Σb)

◮ To fit a model using Bayesian techniques
means to place a prior over the values
over those top nodes (equivalently, adding
new“observed” top nodes to the graph)
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◮ “Standard”maximum likelihood
(ML)—note that we have to marginalize

over the cluster-specific parameters b:

Lik(Σb,θ; y) =

∫

b

P(y|θ,b, i)P(b|Σb) db
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Two types of maximum likelihood estimation
for the models we’re looking at here:

◮ “Standard”maximum likelihood
(ML)—note that we have to marginalize

over the cluster-specific parameters b:

Lik(Σb,θ; y) =

∫

b

P(y|θ,b, i)P(b|Σb) db

◮ So

Σ̂b, θ̂ = argmax
Σb,θ

Lik(Σb,θ; y)
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◮ Another option: restricted maximum likelihood

(REML)—understandable as likelihood with respect to Σb,
marginalizing out θ under a uniform prior P(θ) ∝ 1:

Lik(Σb; y) =

∫

b,θ

P(y|θ,b, i)P(b|Σb) db dθ

◮ So

Σ̂bREML = argmax
Σb

Lik(Σb; y)

and then

θ̂ = argmax
θ

P(y|θ, Σ̂bREML, i)

=

∫

b

P(y|θ,b, i)P(b|Σ̂bREML) db

◮ REML alleviates the problem that ML tends to estimate the
sizes of inter-cluster variances as too small (analogy with ML
for estimating variance of a normal distribution)

◮ Unless your dataset is small relative to your model complexity,
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Estimating cluster-specific parameters

◮ In the frequentist view, these are not“real”parameters of the
model—they are“nuisance”parameters that are always
marginalized over

◮ In practice, however, one may want to draw inferences about
them

◮ This is often done by calculating the best linear unbiased
predictors (BLUPs) – these are the conditional modes of the
cluster-specific parameters:

b̂
def
= argmax

b
P(b|θ̂, Σ̂b, y)



Maximum likelihood

Recall our data:
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Bayesian methods

◮ With Bayesian methods, the posterior distribution is of central
interest

◮ Unlike some of the earlier cases we’ve looked at, however, the
posterior distribution is not analytically expressible

◮ We use Markov Chain Monte Carlo methods to get
information about the posterior distribution; this is a random

walk in the posterior distribution

◮ We’ll have much more to say about this
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