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What we’ll cover today

We’re moving into confidence intervals and hypothesis testing.
Today:

◮ Bayesian confidence intervals

◮ Bayesian hypothesis testing



Bayesian confidence intervals

◮ Recall that Bayesian parameter estimation simply involves
determining a poster posterior probability distribution:

P(θ|y) =
P(y|θ)P(θ)

P(y)

◮ A confidence interval over θ is a contiguous interval [θ1, θ2]
containing a specified proportion of the posterior probability
mass over θ

◮ The proportion 1− α determines the tightness of the interval



Bayesian confidence intervals

Different ways of drawing an α = 0.7 confidence interval (one
containing 30% of probability mass) on the Beta(5, 29) posterior
from our earlier example:
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Bayesian confidence intervals

Two principles for drawing“conventional” intervals:

1. Choose the shortest possible interval enclosing (1− α)% of
the posterior mass—a highest posterior density (HPD) interval

2. Choose interval boundaries such that an equal amount of

probability mass is outside the interval in either direction—a
symmetric interval



Bayesian confidence intervals

HPD and symmetric 95% (α = 0.05) confidence intervals for
Beta(5, 29):
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Bayesian hypothesis testing

◮ Often in both scientific data analysis and in cognitive
modeling, multiple hypotheses about the world are in
competition

◮ Do women and men use like (as in That was, like, really cool)
with equal frequency?

◮ Did my interlocutor just say bat or pat?
◮ Is a given syllable equally likely to appear anywhere within a

morphologically simple word? (danger, germane)

◮ Using data to discriminate among these hypotheses is called
hypothesis testing

◮ In statistics, hypothesis testing very often involves model
comparison



Bayesian hypothesis testing

◮ In Bayesian hypothesis testing, we set up a simple model
structure

I

H

θ1,θ2

y

I Prior beliefs
H Which hypothesis is correct?
θ1,θ2 Parameters of model for each hypothesis
y Data

◮ Bayesian hypothesis testing simply involves computing the
posterior distribution on H:

P(H|I , y) =
P(y|H, I )P(H|I )

P(y|I )



Bayesian hypothesis testing

I

H

θ1,θ2

y

◮ As before, we can just assume implicitly that everything is
conditioned on I :

P(H|y) =
P(y|H)P(H)

P(y)

◮ Both the likelihood P(y|H) and denominator P(y) average
over different values of the model parameters

P(y|H = hi) =

∫
θi

P(y|θi ,H = hi )P(θi ) dθi

P(y) =
∑
i

P(y|H = hi )P(hi )
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