
Linguistics 251, Homework 5

Due: 30 October 2012

23 October 2012

Both these exercises are required. If you are interested in getting more experience with
Bayesian hypothesis testing, I suggest you also do Exercise 5.9 (Contextual dependency in
phoneme sequences) from the book (and you’re welcome to turn it in for your work to be
checked).

Exercise 1: Phoneme discrimination for Gaussians of unequal variance and prior

probabilities.

1. Plot the optimal-response phoneme discrimination curve for the /b/–/p/ VOT contrast
when the VOT of each category is realized as a Gaussian and the Gaussians have equal
variances σb = 12, different means µb = 0, µp = 50, and different prior probabilities:
P (/b/) = 0.25, P (/p/) = 0.75. How does this curve look compared with that in
Figure 5.3?

2. Plot the optimal-response phoneme discrimination curve for the /b/–/p/ VOT contrast
when the Gaussians have equal prior probabilities but both unequal means and unequal
variances: µb = 0, µp = 50, σb = 8, σp = 14.

3. Propose an experiment along the lines of Clayards et al. (2008) testing the ability of
listeners to learn category-specific variances and prior probabilities and use them in
phoneme discrimination.

4. It is in fact the case that naturalistic VOTs in English have larger variance /p/ than
for /b/. For part 2 of this question, check what the model predicts as VOT extends
to very large negative values (e.g., -200ms). There is some counter-intuitive behavior:
what is it? What does this counter-intuitive behavior tell us about the limitations of
the model we’ve been using?

Exercise 2: Comparing two samples.

In class we covered confidence intervals and the one-sample t-test. This approach allows
us to test whether a dataset drawn from a(n approximately) normally distributed population
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departs significantly from has a particular mean. More frequently, however, we are interested
in comparing two datasets x and y of sizes nx and ny respectively, and inferring whether or
not they are drawn from the same population. For this purpose, the two-sample t-test
is appropriate.1

1. Statistical power. Suppose you have two populations and you can collect n total
observations from the two populations. Intuitively, how should you distribute your
observations among the two populations to achieve the greatest statistical power

in a test that the two populations follow the same distribution?

2. Check your intuitions. Let n = 40 and consider all possible values of nx and ny (note
that ny = n − nx). For each possible value, run 1000 experiments where the two
populations are X ∼ N (0, 1) and Y ∼ N (1, 1). Plot the power of the two-sample
t-test at the α = 0.05 level as a function of nx.

3. Paired t-tests. Sometimes a dataset can be naturally thought of as consisting of
pairs of measurements. For example, if a phonetician measured voice onset time for
the syllables [ba] and [bo] for many different speakers, the data could be grouped into
a matrix of the form

Syllable
Speaker [ba] [bo]
1 x11 x12

2 x21 x22

...

If we wanted to test whether the voice onset times for [ba] and [bo] came from the
same distribution, we could simply perform a two-sample t-test on the data in column
1 versus the data in column 2.

On the other hand, this doesn’t take into account the systematic differences in voice-
onset time that may hold across speakers. What we might really want to do is test
whether the differences between xi1 and xi2 are clustered around zero—which would
indicate that the two data vectors probably do come from the same population—or
around some non-zero number. This comparison is called a paired t-test.

The file spillover_word_rts contains the average reading time (in milliseconds) of the
second “spillover” word after a critical manipulation in self-paced reading experiment,
for 52 sentence pairs of the form:

1For completeness, the statistic that is t-distributed for the two-sample test is:
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where x̄ and ȳ are the sample means; in general, the variance σ
2 is unknown and is estimated as σ̂

2 =
∑

i
(xi−x̄)2+

∑
i
(yi−ȳ)2

N−2 where N = nx + ny.
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The children went outside to play early in the afternoon. (Expected)
The children went outside to chat early in the afternoon. (Unexpected)

In a separate sentence completion study, 90% of participants completed the sentence

The children went outside to

with the word play, making this the Expected condition. In these examples, the word
whose reading time (RT) is measured would be in, as it appears two words after the
critical word (in bold).

(a) Use paired and unpaired t-tests to test the hypothesis that mean reading times
at the second spillover word differ significantly in the Expected and Unexpected
conditions. Which test leads to a higher significance value?

(b) Calculate the correlation between the RTs for the unexpected and expected con-
ditions of each item. Intuitively, should higher correlations lead to an increase or
drop in statistical power for the paired test over the unpaired test? Why?
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