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Abstract
Existing topic models do not capture the funda-
mental tendency of words to appear in bursts; once
a word has appeared in a document, it is more
likely to be used again. We introduce the DCMLDA
model, a topic model that uses Dirichlet compound
multinomial distributions to capture this bursti-
ness. On both text and financial datasets, the new
model achieves better held-out log-likelihoods with
fewer topics than standard latent Dirichlet alloca-
tion (LDA).

Burstiness
Additional appearances of a word are less surpris-
ing than the first:

Toyota Motor Corp. is expected to announce a
major overhaul. Yoshi Inaba, a former senior
Toyota executive, was formally asked by Toyota
this week to oversee the U.S. business. Mr. In-
aba is currently head of an international airport
close to Toyota’s headquarters in Japan.

• Burstiness endemic in text and some non-text data
• Heavier-tailed distribution than multinomials

Multinomial

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5
100

101

102

103

104

105

106

107

# of occurrences in a document

# 
of

 d
oc

um
en

ts

Real Text
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• Burstiness not limited to text
Image Processing Stock Volatility

10/06/08: GM -5.78%
10/07/08: GM -10.8%
10/08/08: GM -9.41%
10/09/08: GM -45.2%
10/10/08: GM +2.73%

Latent Dirichlet Allocation
Generative Process

For each topic k:
1. Draw a topic multinomial φk ∼ Dirichlet(β)
For each document d:
1. Draw topic probabilities θd ∼ Dirichlet(α)
2. For each of the Nd words:

a. Draw a topic zi ∼Multinomial(θd)
b. Draw a word wi ∼Multinomial(φzi

)

Using LDA Training finds maximum-likelihood
values for θ and φ. φ vectors define topics as proba-
bilities of each word in the topic. θ vectors are use-
ful for classifying documents and measuring simi-
larities between documents. [1]

Dirichlet Compound Multinomial
Generative Process

For each document d:
1. Draw multinomial φd ∼ Dirichlet(β)
2. Draw Nd words w ∼Multinomial(φd)

Document-specific topics Each document has its
own document-specific multinomial φd drawn
from a single shared high-level topic β.
Capturing burstiness DCM β vector has one more
degree of freedom than LDA φ vectors, allowing
DCM to adjust for burstiness. [5]

The DCMLDA Model
Goal: Allow multiple topics in a single document
like LDA while keeping topics document-specific to
account for burstiness like DCM.

Generative Process
For each document d:
1. Draw topic distribution θd ∼ Dirichlet(α)
2. For each topic k:

a. Draw a topic multinomial φkd ∼ Dirichlet(βd)
3. For each of the Nd words:

a. Draw a word wi ∼Multinomial(φzi)
DCMLDA Graphical Model
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DCMLDA Training
Two things to learn
1. What words are from what topics?
2. What are the values of α and β?

Training process
Start with initial values of α, β
Repeat until convergence of α, β:
• Gibbs sample topics to steady-state
• Choose a single topic assignment vector ~z
• Choose α, β to maximize corpus likelihood

Gibbs Sampling
Like LDA, DCMLDA topics learned through col-
lapsed Gibbs sampling of p(zi|z−i, w) =

(n·zidi
+ αzi

− 1)(nwizidi
+ βwizi

− 1)
(
∑

k n·kdi + αk − 1)(
∑

t ntzidi + βtzi − 1)

Gibbs sampling yields vectors of probable topic as-
signments for each word, given α and β.

Maximizing α and β
Given ~z from Gibbs sampling, choose α, β to maxi-
mize p(w, z|α, β).

α′ = argmax
∑
d,k

(log Γ(n·kd + αk)− log Γ(αk))

+
∑

d

[log Γ(
∑

k

αk)− log Γ(
∑

k

n·kd + αk)]

β′·k = argmax
∑
d,t

(log Γ(ntkd + βtk)− log Γ(βtk))

+
∑

d

[log Γ(
∑

t

βtk)− log Γ(
∑

t

ntkd + βtk)]

Current Matlab implementation, using L-BFGS
takes ∼100 seconds on sample datasets.

Datasets
S&P 500 New dataset. 501 days of stock price
changes from Jan 2007 to Sept 2008, for the 500
stocks of the S&P500. Each day is a document, each
word a concatenation of stock symbol and direc-
tion (i.e., AAPL+). One copy of the word for each
change in price that day. |V | = 1000
NIPS [2]. Collection of papers from NIPS 2002 and
2003. 390 documents, |V | = 6871.

Experimental Design
Goal: Check if DCMLDA’s handling of burstiness
makes a better model than LDA
Why compare to LDA?
• LDA and DCMLDA are of comparable con-

ceptual complexity
• DCMLDA does not compete with more com-

plex models, as they can be modified to use
DCMLDA topics

Empirical Likelihood
Incomplete likelihood p(w|α, β) is intractable, so
calculate empirical likelihood (EL) instead: [4]
1. Generate pseudo-documents through generative
model using trained parameter values
2. Train a tractable model on pseudo-documents
3. EL is test set likelihood under tractable model

Results
Comparing EL on 5-fold cross-validation trials. “Fit-
ted LDA” uses the means of the parameters learned by
DCMLDA, “heuristic LDA” uses pre-set parameter val-
ues from [3].

NIPS
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Sample DCMLDA S&P500 topics
“Computer Related” “Real Estate”
Stock Company Stock Company

NVDA Nvidia SPG Simon Properties
SNDK SanDisk AIV Apt. Investment
BRCM Broadcom KIM Kimco Realty

JBL Jabil Circuit AVB AvalonBay
KLAC KLA-Tencor DDR Developers

Conclusions
•A DCMLDA model with few topics is comparable
to a LDA model with many topics.
•Optimal learned α, β values significantly different
from common heuristic values.
• DCMLDA β topics are as interpretable as LDA φ
topics on these datasets.
• Burstiness is an important phenomenon to cap-
ture in topic modeling text and some non-text data.
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