
Research Statement 

My long-term goal is to develop a theoretically and neurobiologically grounded understanding of 
different facets of cognition that give rise to intelligent behavior. Using a multi-disciplinary approach 
combining theoretical and experimental methods, my research aims to identify the computational 
principles and neural basis of key cognitive functions, such as vision, attention, learning, cognitive 
control, decision making, active learning/sensing, economic choice, and social cognition. This means 
having appropriate mathematical models of the behavioral tasks faced by the brain, the forms of data 
available to the brain, and the actions that the brain can take to achieve behavioral goals, as well as the 
nature of information representation and processing required to support the necessary computations. In 
the parlance of Marr’s three levels of analysis (Marr, 1982), my approach is integrative and comprises all 
three of “computational”, “algorithmic”, and “implementational” levels of analyses. I aim to answer 
questions such as: How is information represented, computed, and utilized in the brain in order to support 
intelligent behavior? What neural and computational processes go awry in various disorders of the mind 
and the brain (e.g. psychiatry and neurology)?  

Conceptually and methodologically, my work is related to a growing body of Bayesian statistical 
modeling work showing that various aspects of perception and learning, both its features and apparent 
bugs (such as visual illusions) can be understood as statistically normative (optimal) inferences about the 
world based on noisy data. Although the brain is unlikely to be exact-Bayesian (optimal) in general, 
Bayesian models provide a principled formalism from which to build computational and algorithmic 
understanding of brain processes. However, Bayesian statistical inference alone does not provide 
adequate formal tools to explain many aspects of cognition; in particular, it is chiefly concerned with the 
representation, integration, and propagation of inexact information, but it is silent on what course of 
actions or decisions ought to be taken based on that information, in order to achieve a desired behavioral 
outcome. As such, Bayesian analyses have had the most success in modeling aspects of cognition that 
only require observational analysis of incoming data, such as in perception and learning, and not those 
that require active manipulation of the state of the world or the nature of the incoming data. To overcome 
this limitation, I have been combining Bayesian modeling with decision theory, which deals with how 
to optimize terminal actions, control theory, which deals with how to optimize actions that affect future 
data collection (as in active sensing) and/or the state of the world, and game theory, which deals with 
strategic social interactions. Methodologically, my lab typically uses behavioral data to constrain and 
develop the initial computational model, and then seek collaborations with neurophysiologists and 
psychiatrists to identify the underlying neural substrate that support the computations implied by the 
models in the healthy brain, as well as understanding the etiology and manifestation of impairments to 
component processes in psychiatric and neurological diseases. 

In the following, I first summarize the various strands of my research, and then give a broad overview of 
planned future research. 

Human face processing/representation. One of the newest lines of research in my lab, which I am very 
excited about, is that of modeling human face processing. Machine learning and machine vision are 
currently hot topics in engineering, and showing results comparable or better than humans in many tasks, 
such as face detection, recognition, expression identification, landmarking, trait modification, and so on. 
However, the great majority of these impressive results rely on black-box techniques that achieve their 
goals without considering the nature of information representation and processing; correspondingly, 
scientific investigation of how humans process faces has remained largely qualitative and ad hoc. Right 
now there is a timely opportunity to combine the best machine learning/vision techniques with advanced 
statistical modeling, in order to gain a mathematically rigorous and theoretically grounded understanding 
of human face processing. Such an understanding is important not only because face processing is 
essential for human social life, reproductive success, and even survival (e.g. discriminating a foe versus a 
friend), but may also usher in a whole new level of understanding by revisiting many classical cognitive 
functions (perception, attention, learning, memory, decision-making, social cognition) through the use of 
face stimuli as much more complex and higher-dimensional experimental probes than found in traditional 



experiments. Having more complex behavioral experimental paradigms that are nevertheless 
computationally interpretable makes it possible to study the neural bases of cognitive functions in ways 
that were hitherto impossible with simpler, artificial experimental stimuli and paradigms. With our 
parametric, vector-space model of human psychological face space, we are able to have the cake and eat it 
too: retaining interpretability while probing the brain with high-dimensional, complex, ecologically 
important face stimuli.  

So far, we have developed vector space models of face representation in the brain using both traditional 
computer vision models, such as the Active Appearance Model, and deep neural net-based models, such 
as convolutional neural nets (Guan et al, 2018; Ryali, Wang, Yu, 2020; Ryali, Goffin, Winkielman, Yu, 
2020). In addition, we are collecting human face similarity judgments online and using them to further 
fine-tune this vector space model of psychological representation (in preparation). We are using such 
models to probe, in a systematic and data-driven way, which facial features drive different kinds of facial 
judgments related to demographic traits (race, gender, age), emotional expressions (happy, sad, angry), or 
social impressions (attractive, trustworthy, intelligent), and how these different facial judgments are 
related to each other at a featural level; as well as assess novel faces for predicted psychological 
impressions and modify them to enhance/suppress certain impressions (Guan et al, 2018). We are also 
modeling how contextual effects in facial attractiveness judgment is related to statistical typicality of 
faces and its modulation through both top-down attention and bottom-up saliency in a task-dependent 
manner, and how learning and memory modify the psychological face space (Ryali & Yu, 2018; Ryali et 
al, 2020). Relatedly, we are examining how individual differences in face perception arise from 
demographic factors such as gender, race, age, and experiential factors such as previous exposure of a 
particular face or faces like it (in preparation). In addition, we are uncovering specific and previously 
unsuspected alterations in social processing of faces in depression and anxiety (in preparation). We are 
collaborating with neuroscientists to examine the neural representation of the features in the brain 
implicated by the models (Huang et al, 2019). We are also beginning to model how different kinds of face 
processing impairments may afflict different subpopulations of psychiatric patients, with a view toward 
developing novel diagnostic, predictive, and therapeutic techniques (Yu et al, in preparation). 

Based on insights we obtained from modeling human face processing, we have also started to tackle the 
theoretical problem of how overparameterized systems can self-regularize in representation learning (in 
collaboration with Mikhail Belkin). I am optimistic that this line of work will lead to novel theoretical 
insights into why multiple sensory systems (e.g. vision in primates, olfaction in flies) have overcomplete 
sensory projections, and how that benefits animals at the behavioral level. More broadly with respect to 
machine learning and artificial intelligence, the computational modeling tools we develop can potentially 
improve any AI system that interacts with humans socially, as well as offer novel theoretical insights and 
algorithmic inspirations for AI and machine learning. 

Over all, I expect that this novel area of research in my lab will yield a fuller representational and 
computational understanding of natural intelligence than has been hitherto possible. 
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Active Cognition. One major line of my research deals with how an active and continuous interaction 
between sensory processing and self motion allow the individual to engage with a noisy, imperfectly 



known environment to achieve specific behavioral goals. We have used Bayesian probability theory and 
stochastic control theory to understand how the brain negotiate the tension between exploration and 
exploitation such as in multi-armed bandit tasks (Zhang & Yu, 2013; Guo & Yu, 2018; Ryali, Reddy, Yu, 
2018; Cogliati Dezza et al, 2017; Guo & Yu, 2018; Cogliati Dezza et al, 2020), and between speed and 
accuracy in optimal stopping problems (Yu, 2007; NIPS, 2008), as well as the dynamic allocation of 
covert attention (Yu, Dayan, Cohen, 2009) and overt attention (active sensing) (Yu & Huang, 2014; 
Ahmad, Huang, Yu, 2014), according to environmental statistics and behavioral goals. This body of work 
contributes to a formal framework for investigating active cognition, an important area that has been 
relatively neglected in cognitive neuroscience due to its computational complexity. Collaborating with 
psychiatrists, we have also investigated how the underlying neural processes go awry in depression, 
anxiety (Harlé et al, 2017), drug abuse (Harlé et al, 2015a), and gambling addiction (Cogliati Dezza et al, 
2020). 
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Rational Irrationality. A related line of research in my lab has been to understand how apparently 
irrational or heuristic behavior in humans may actually reflect rational or adaptive decision strategies 
under conditions of uncertainty. Utilizing Bayesian ideal-observer models, we have shown rational 
inference and decision-making naturally give rise to apparently sub-optimal behavior in a variety of 
classical psychology paradigms, including the widely observed tendency of humans to show apparently 
superstitious sequential effects in 2-alternative forced choice tasks (Yu & Cohen, 2009; Ma & Yu, 2015; 
Ryali & Yu, 2018), to allocate choice preferences using matching rather than maximizing (optimal) in 
active sensing (Yu & Huang, 2014), to exhibit grouping effects in visual crowding (Zhang, Song, & Yu, 
2015), and to alter relative preferences for consumer products in the presence/absence of other options 
(Shenoy & Yu, 2013). The last of these phenomena contributed to Kahneman and Tversky’s Prospect 
Theory, which explains human decision-making behavior largely in terms of heuristics and biases; our 
work showed that there is no need to invoke an ad hoc euristic explanation, since such contextual effects 
are natural consequences of using the available options as a means of gaining information about the 
market environment. We have also found that humans are systematically devalue unchosen options and 
over-estimate environmental volatility, in the multi-armed bandit task, but the two suboptimalities 
together, along with a simplistic softmax decision policy, compensate for one another and result in near-



optimal performance (Guo & Yu, 2018), an insight that might also prove useful for guiding AI systems to 
efficiently negotiate exploration-exploitation tradeoffs. 
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Inhibitory Control. Another thread of our recent work has been to understand the cognitive and neural 
computations underlying inhibitory control, the ability to stop or cancel inappropriate actions, which is 
known to be impaired in various psychiatric populations. Beginning with a rational learning and decision-
making model (Shenoy & Yu, 2011) that explained a wide range of puzzling behavioral and neural data 
related to inhibitory control, and compelling experimental results that validated our model (Ma & Yu, 
2016), we then collaborated with Dr. C-S Li at Yale Medical School and Dr. M Paulus at UCSD Medical 
School to identify the neural correlates (in fMRI data) of probabilistic computation in the human brain (J. 
S. Ide, Shenoy, Yu*, & Li*, 2013), as well as investigating how the relevant cognitive and neural 
processes go awry psychiatric populations, in particular methamphetamine- and cocaine-users (Harlé et 
al., 2014, 2015; J. Ide, Hu, Zhang, Yu, & Li, 2015; Harlé, Zhang, Ma, Yu*, & Paulus*, 2016).  
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Neuromodulation, Learning, and Attention. Much of my earlier work dealt with the functional roles of 
the neuromodulators acetylcholine (ACh) and norepinephrine (NE) in perception, attention, and learning. 
The work contributed a quantitative theory of how ACh and NE respectively signal expected and 
unexpected uncertainty in cortical computations. Many subsequent experimental studies in 
electrophysiology, neuropsychology, and clinical neuroscience, done in various labs, have largely 
confirmed predictions of the theory. This work is not only important for its scientific contributions, but 
demonstrates that the theoretical approach taken in my research can have concrete and far-reaching 
impact on experimental and clinical neuroscience for many years down the line. Recently, we have 
discovered, based on human behavioral data, that uncertainty-driven preference and learning are also 
present in learning, decision-making, and exploratory behavior related to face representation in the brain 



(Ryali et al, 2020). I’m currently actively looking for collaborators to test out some of the model 
predictions. 
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AI and Machine Learning. My group employs a great deal of AI/ML methods. Sometimes, we have had 
to develop/extend ML methods to solve novel problems that came up in our research; sometimes, insights 
from natural intelligence or neuroscience led to novel advances in AI/ML. For example, when I learned 
about stochastic control theory, I proved that there was a formal mathematical equivalence between the 
optimal change-detection problem in stochastic control theory and the neuronal problem of detecting a 
change in pre-synaptic firing rate (Yu, 2007). Soon after, I collaborated with Peter Frazier to prove that 
the optimal decision policy for a sequential hypothesis testing problem (such as faced by the brain when 
doing 2AFC tasks based on noisy sensory input) consists of a pair of converging thresholds on the 
cumulative log likelihood ratio (Frazier & Yu, 2008). I then collaborated with Savas Dayanik to prove that 
the optimal decision policy for a sequential hypothesis testing problem with the objective of maximizing 
reward rate is equivalent to a special case with the objective of maximizing a linear combination of 
decision time and error rate, and can be solved using iterative dynamic programming (Dayanik & Yu, 
2013). Later, my student and I (Ahmad, Huang, Yu, 2013) showed how computational intense procedure 
of optimizing an active sensing problem can be solved approximately using by applying a Gaussian 
process model to the action value functions and doing off-line sample-based dynamic programming. 
Currently, I have a collaboration with Mikhail Belkin to understand how overparameterized systems can 
self-regularize in supervised learning, based on insights we obtained from modeling human face 
processing; I am hopeful that this will also lead to novel theoretical insights into why multiple sensory 
systems (e.g. vision in primates, olfaction in flies) have overcomplete sensory projections, and how that 
benefits animals at the behavioral level. 
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Future Directions. To achieve a theoretical understanding at many different levels (from neurons to 
cognition to behavior), research projects in my lab typically tend to span many years, as the theoretical 
insights obtained along the way inform the next step of neuroscientific experimental inquiry, and as I 
gradually gain more experimental collaborators. I intend to continue pursue follow-up research along all 
of the research threads mentioned above. In addition, I am very excited about some new areas of research 
that my group has only begun to investigate: affective cognition, social cognition, economic decision-
making. In terms of social cognition, I am interested in how groups of individuals deliberately or 
incidentally share information while trying to achieve collective and/or individual goals in various 
competitive and cooperative settings. For example, we have begun examining the role of social 
information in competitive foraging (Ahmad & Yu, 2015), a scenario in which many decentralized agents 
competing for patches of resources can quickly converge onto the Nash equilibrium solution of matching 
reward-to-group-size ratio with limited social information (as also having been observed in ducks and 
other animals). We intend to investigate a much broader class of problems in social decision-making, with 



implications for electoral voting, economic choice, dating, and social networking. On the artificial 
intelligence side, I feel that my research has yielded some interesting and novel neuroscience-based 
insights that could contribute to improving state of the art machine learning and AI algorithms, such as 
unsupervised and self-supervised representation learning, multimodal learning, lifelong learning, and 
trustworthy AI. 
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